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1 Decision theory continued

Continued from last time.

Example 2.1. Consider X1, Xo, -, X, bk N(0,1) with unknown 0 € R. Prior distribution
7 = N(0,72). Posterior becomes

7'2an 7'2 )

I1(0 | X7) o< 7(0) - po(X1)po(Xa) -+ po(Xa) = N ( Sty T —

Posterior mean (Bayes optimal w.r.t. 7) is

7 2nX, B ( 1 ) >
Toen41 2n+1/7"

This is also a shrinkage estimator, with fized shrinkage factor 1/(7?n +1). c.f. James-Stein
estimator, which has a data-dependent shrinkage factor.

Remarks: In general, you can use conjugate prior-likelihood pairs to get closed-form posterior
distribution. For example, for Bernoulli likelihood, use Beta prior; for Poisson likelihood, use Gamma
prior; for Gaussian likelihood with unknown mean and variance, use Normal-Inverse-Gamma, prior.

1.1 Minimax decision rules

Idea: instead of minimizing the Bayes risk, we can minimize the worst-case risk.

Tminimax := inf sup R(6;0).
5 geo

Note that the order of inf and sup cannot be exchanged in general. Game-theoretic interpretation:
e Statistician first chooses a decision rule § without knowing the nature’s choice.
e Nature (after observing J) chooses a parameter § € © to maximize the risk.

In general, you can also consider randomized strategy for the nature (and statistician). (e.g. in
rock-paper-scissors game, the optimal strategy is to randomize uniformly over the three choices.)

Tminimax = inf sup R(6;6) = inf sup/ R(0;6)dn(0) = inf supr(9).
o geo s Jo § o

Weak duality:

irgf supr.(0) > sup irgf r(9).

™ ™

In game theory, there’s well-known result that gives us strong duality.
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Theorem 2.1 (von Neumann’s minimax theorem, simplified version). If ©,X, A are all finite. Then
we have

i%f sup r,(d) = sup i%lf r7(0).

This can be extended to continuous cases assuming certain compactness, convexity, and regularity
assumptions.
What does it tell us in terms of statistics? Minimax risk is the worst-case Bayes risk.

1.2 Some sufficient conditions for minimax rules

Proposition 2.1. A constant-risk Bayes rule is minimaz.

Proof: Consider another decision rule ¢’. Then, we have
sup B(O: ') > [ R(9:0)dn(6) = r2(6,) = sup B(O: ).
0cO S} 0cO

This shows that the Bayes rule J, is minimax.

Example 2.2. Consider X ~ Binom(n,p) with known n and unknown p € [0, 1]. The goal is to
estimate p under squared error loss.
Natural choice of estimator is p = X/n. The risk function is

R(p; p) = Ex~Binom(n.p) [(% - p) 2] = p(ln_p).

This is not a constant-risk estimator.
To find minimax estimator, we can consider a prior distribution 7 = Beta(«, $). Then, the
Bayes estimator is

. X+a
pw_n%—a—i—ﬁ'

The risk function of pj is

X+a )2}:np(1—p)+(a—(a+ﬂ)p)2.

:Dr) =E ~Binom(n LR
R(p;pr) =Ex.p (,p)[(n+a+5 p (n+a+ B)?

By choosing o = 8 = y/n/2, we have

R 1
R(p;pw) = W = T'minimax-
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Lecture 2

A
& A 1
i R(papw)— 4(\/ﬁ+1)2
s T
i R(p,p)=—"7—
0 1 1 p
2

Risk comparison for estimating a binomial proportion: the Bayes estimator with o = § = y/n/2 has constant

risk below the worst-case risk of the sample proportion.

Remark: does it mean that we should always use the Bayes estimator with Beta(y/n/2,/n/2)

prior? Not necessarily.

This is the problem of forcing estimators to be exact minimax, instead of the problem of sample

frequency estimator.

To solve this problem, we also use approximate versions of minimax (e.g. minimax up to constant
factors), and local minimax estimators (i.e., minimax estimators in a local neighborhood of the

parameter space).

Proposition 2.2. Suppose that there exist a sequence of priors (7p)n>1 such that the corresponding

Bayes risk ('r,rn)n>1. Suppose that there exists a decision rule & such that

lim inf 7., > sup R(6;9).

n—oo 0cO
Then § is minimazx.

Proof: For any decision rule ', we have

sup R(0;6") > lim inf [ R(0,d")dm,(0) >lim inf 7, > sup R(6;4).

fcO n—oo Jgo n—00 hcO

So ¢’ has larger worst-case risk than 6. This shows that § is minimax.

iid.

Example 2.3. Let X1, Xo, -+, X, '~ N(0, 1) with unknown 0 € R?. We let m, = N(0, kl;). We

can compute the Bayes risk

kd  k—s+too d
= — —.
kn+1 n

Ty,
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On the other hand, the sample mean estimator X, has risk function

_ — d
R(0; X)) = Exp,[[| Xn — 0|5 = o

So by the proposition above, X,, is minimaz.

Remark: a minimax estimator is no necessarily admissible (c.f. Stein’s paradox).

1.3 Relation between different criteria
Proposition 2.3. If § is a unique Bayes rule with respect to a prior w. Then § is admissible.

Proof: suppose that there exists another decision rule ¢’ that dominates 6. Then, we have

ra(8') = /@ R(0:8')dr(0) < /@ R(0:6)dr(0) = 1+(5),

By uniqueness, we have §' = 6.

Proposition 2.4. When © is finite, any admissible decision rule is a Bayes rule with respect to
some prior m.

Proof: Consider the set of all risk functions

C= {(3(91%5))9-69 . is a decision rule} C RI®!,
J

C is a convex set: for any two decision rules d1, d2, we can construct a randomized decision rule ¢
that chooses 1 with probability a and do with probability 1 — «. Then, we have

R(0;0) = aR(0;61) + (1 — o) R(6; 62).
If a risk vector z € C is admissible, then it must be on the boundary of C, i.e.,
cn{z eR®l: 2 <2} = {z}.

R(GQ,(S)

A

© ={6,,60-}

inadmissible

________ admissible

\ R(61;5)

Risk-set geometry when © = {#1,62}: an admissible risk vector lies on the lower boundary of C and admits a
supporting hyperplane.
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We use the following theorem in convex geometry:

Theorem 2.2 (Separating hyperplane theorem). Let C1,Cy C R? be two disjoint convex sets. Then
there exists a hyperplane that separates them, i.e., there exists w # 0 and b € R such that

’szl +b6<0, Vz €(Chy,
’LUTZQ +b>0, Vz e (s

Using this theorem, we can find a vector w € RI®l such that
w'z<w'Z, Vec,
and that
w'z>w's, Vi e{s eRO . <2}

The second condition implies that w > 0. We can then choose the prior 7 = w/ )" jwi. T hen, we
have

sz’ , ,
ZT['] (05;0) = Z w; ijj =rg(0"), Vz' eC.

This shows that ¢ is a Bayes rule with respect to prior .

2 Sufficient statistics

Motivation: e.g., for Xy, Xo, -+, Xy, b Ber(p), we get some zeros and ones, and it does not matter
what order they are in. Only the counts matter.
Mathematically, we note that for

T(X17X27 o 7X7L) - ZX’M

the data (X;)_; can be reconstructed from 7" by uniformly sampling from the set of all sequences
with the same sum. This reconstruction procedure is independent of the parameter p. In other
words, we can safely compress the n bits of information into logn bits without losing any information
about the parameter p.

Definition 2.1. Let X ~ Py for 0 € ©. A statistic T(X) is called a sufficient statistic for 0 if the
conditional distribution of X given T'(X) does not depend on 6, i.e.,

Py X e A|T(X)=t)=Pp(X € A|T(X)=1t), VAL0,0.
Why is this useful?

Theorem 2.3. Let T(X) be a sufficient statistic for 6. Then, for any decision rule §, there exists
another decision rule §' that depends only on T'(X) such that

4

5(X) 2 §(T(X)), Voeeo.
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Operationally, this means that we can mimic the behavior of any decision rule by only looking
at the sufficient statistic.

Proof: Since the conditional distribution X | T'(X) is independent of 6, we can choose arbitrary
0p € © and sample X’ ~ Py (X | T'(X)). Then, we can define

5 (T(X)) = 6(X").

Theorem 2.4 (Rao-Blackwellization). Suppose that T'(X) is a sufficient statistic for 6, and the
loss function L(0,a) is convexr in a. Then, for any decision rule &, by letting

N(T(X)) :=Eg [0(X) | T(X)], for some arbitrary 6y € O,
we have
R(0;m) < R(#;0), VO € O.

Proof: straightforward application of Jensen’s inequality.

Operationally, this is useful: start from some simple estimator, and then apply Rao—Blackwell-
ization to get a better estimator that depends only on the sufficient statistic. In some regime, it is
known to be optimal in some sense.

2.1 How to find sufficient statistics?

We can verify the definition, but it involves checking conditional distributions, which is not always
easy.

Theorem 2.5 (factorization theorem). Let X ~ Py for 0 € ©, assuming that Py has a density pg(x)
with respect to some reference measure A\. Then the following are equivalent:

1. T(X) is a sufficient statistic for 6.

2. There exist functions gg and h such that
po(x) = go(T'(x))h(x), Vo e X,0¢c0.

Proof: (assuming existence of joint density)

1 < 2: By Bayes’ rule, we have

_ 90Wh@) @)= A@)lg@)=
Jrn=t 9@ )ANE) [ M(@)dA(@')

The right-hand side does not depend on #. So T'(X) is sufficient.

po(z | T(X) =1)

1= 2: We construct directly:
wt) = | pola)d\@) = plT(X) = 1),
T(z)=t
h(zx) := NN =pp,(X =2 | T(X)=1t), forsome arbitrary , € ©.
9o, (T(:l:))

By sufficiency, h(z) does not depend on the choice of 6.
[If you want a more rigorous measure-theoretic proof, see Keener’s textbook]
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2.2 Exponential family
A particular family of densities that factorizes in a nice form:
po(x) = exp (n(0) ' T(x) — B(9)) - h(x),

where 7(), T(x) € R*.
By factorization, T'(X) is a sufficient statistic for . Here (@) is called the natural parametrization
for this exponential family.

Examples:

e Multivariate Gaussian X ~ N (u,¥) with unknown p and . We can factorize the density as

1 1 _
Pu(®) = ST qep(yi/2 P (-36-n"="ew-w)

1 1 1
= exp (—§$T2_13§ +2'n - iuTZ_lu ~3 log det(X) — d/2log(27) )
01 T T(2) B(w,%)

So we can take T'(x) = (z,zx ') as the sufficient statistic for (1, %).

o X ~ N(u,Iz) with unknown p. It is also an exponential family, and T'(X) = X is sufficient
for p.

e X ~ N(0,%) with unknown X. It is also an exponential family, and 7'(X) = X X T is sufficient
for .

e Binomial distribution X ~ Binom(n,#) with unknown 6. We have

po(x) = <

n

>9m(10)n—x :exp(gjlog1€9+n10g(1 *0)) : (n) .
T ~————

_ ——
(@) n(®) o o)

So binomial distribution is an exponential family, and T'(X) = X is sufficient for 6.

ii

Proposition 2.5. Let X1, Xo, -+, X, K po with pg being from an exponential family, po(x) =
exp (n(0) ' T(z) — B(9)) - h(z). Then we have

po(x1, -+ ,xn) = exp (n(G)T Z T(x;) — nB(H)) . H h(z;)
i=1 i=1

is also an exponential family, with sufficient statistic T(X1,--- , Xp) = >0 T(X;).

Implication to multivariate normal: sample first/second moments and their combination are sufficient
statistics for the mean/covariance and their combination.

Non-example:
iid

Uniform distribution X ~ Unif([# — 1,0 + 1]) with unknown 6. Let X, Xo, -+, X, R Unif ([0 —
1,0 + 1]). Then, the joint density is

Po(e1, -+ &n) = 27" gy 201, <0415

where X(;) denotes the i-th smallest element in the sample. This does not factorize in the exponential
family form. However, we can still find a sufficient statistic T'(X1,- -+, X»n) = (X1), X(n))-
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2.3 Connection between sufficiency and unbiased estimation

Goal: estimate g(#) from X ~ Py.
Definition 2.2. ¢ is unbiased for g(0) if
Eo[0(X)] =g(0), VOe€®.

In general, there’s no unified way of comparing estimators. That’s why we have Bayes and
minimax criteria. But if we restrict to unbiased estimators, we can compare them by variance.

Definition 2.3 (Uniformly minimum variance unbiased estimator (UMVUE)). Let ¢ be an unbiased
estimator for g(6). We say 6 is a UMVUE if for any other unbiased estimator &' for g(0), we have

varg [6(X)] < varg [0'(X)], V6 € ©.

UMVUE may not always exist. But there’re some interesting classes of distributions where UMVUE
exists and can be characterized, and it is related to sufficient statistics.
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