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1 Sufficiency continued - UMVUE

Definition 3.1 (Complete statistics). We call a statistic T(X) complete if for any measurable
function g such that

Eolg(T(X))] =0, V0€O,
we have g(T(X)) = 0 almost surely with respect to Py for all 0 € ©.
Intuition: g does not contain redundant information.

e Sufficiency: T'(X) contains all information (contained in the data) about 6, but there may be
redundant information in 7'(X).

e Completeness is complementary to sufficiency: T'(X) may incur loss of information, but on
the other hand, if there’s some redundancy in 7'(X), we can find a function g that extracts
the redundant information, and then Ey[g(T'(X))] will not depend on 6.
e.g. Let X1, X, -+, X, "~ Unif([0 — 1,6 + 1)).

e For T'(Xy, -+, X,) = (X1,X9, -+, X,,), we can take g(T') = X; — Xo. Then Ey[g(7T)] = 0 for
all 6, but g(7T) is not almost surely zero. So T' is not complete.

e For T'(Xy, -, Xpn) = (Xq1), X(n)), we can show that T is complete. (See Keener’s textbook
for a proof.)

e.g. Let X1, Xo, -+, X, Lig Unif ([0, 0]). Consider the sufficient statistic T'(X1,---, X,) = X(,). To

show that T is complete, we note that
Po(T (X1, Xo, -+, X,) <t)=(t/0)" fort e [0,0].

Now that if you have a function g such that Ey[g(7")] = 0 for all 6, then we have
6
0=Ealg(T)) = [ gtyne 6"t
0

So f00 g(t)t"tdt = 0 for all §. So g(t) = 0 almost everywhere with respect to Lebesgue measure. So
T is complete.
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Full-rank exponential family: This is a case where we can show that the sufficient statistic is
also complete.

Definition 3.2 (Full-rank exponential family). Consider an exponential family of distributions with
density

po(x) = exp (1(0) " T(x) — B(B)) - h(x).
1s called full-rank if the following conditions hold:
1. n(©) has an interior point in R*.
2. (Th(z), Ta(x), -+, Tx(xz)) are linearly independent functions of x.

For example, for multivariate Gaussian with unknown mean and covariance, we need to take the
upper triangular part of zz " to get linearly independent functions. In general, for the practical
exponential families you encounter, we can easily remove redundancy to get a full-rank exponential
family.

Theorem 3.1. For a full-rank exponential family, the sufficient statistic T(X) is also complete.

Proof idea: let n(6p) be an interior point of n(©). Let vy be the density of T'(X) under 6y. For
any measurable function g such that Eg[g(7T'(X))] = 0 for all 8, we have

0 =Eplg(T(X))] = /g(t) exp ((1(8) = n(60)) "t + B(0o) — B(6))dwo(t).

So we have [ g(t)exp (n(0) "t)dv(t) = 0 for all 6 in a local ball centered around 6. By viewing
g - dvy as a signed measure, this is saying that the Laplace transform is identically zero in a local
ball. By uniqueness of Laplace transform, we have g - dvy = 0. So g(T(X)) = 0 almost surely with
respect to Pg,. For exponential families, they share a common support for all 8, so g(T(X)) =0
almost surely with respect to Py for all 6.

1.1 Constructing UMVUE using sufficient and complete statistics

Theorem 3.2 (Lehmann—Scheffé theorem). Let T'(X) be a sufficient and complete statistic for 0,
and suppose that there exists an unbiased estimator § for g(6). Then we take the Rao—Blackwellized
Version

6 (T(X)) := Eg,[0(X) | T(X)]
for some arbitrary 0y € ©. Then §* is the unique UMVUE for g(6).

Proof: Consider any other unbiased estimator §’ for g(#). We can also Rao—Blackwellize it to get
O(T(X)) = Eq, [0'(X) | T(X)].

On the other hand, since both 6* and § are unbiased for g(0), we have

g [8(T(X)) — 6*(T(X))] =0, V€.

By completeness of T'(X), this implies that 6(T'(X)) = 0*(T(X)) almost surely with respect to
Py for all 8. So Rao—Blackwellization of any unbiased estimator gives the same estimator 6*. By
Rao—Blackwell theorem, we know that 6* has the minimum variance among all unbiased estimators.
So 6* is the unique UMV UE.

Examples:
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o Let Xi, Xo,--- , X, R N(0,0?%) with unknown o2. Then T(X) = >"I | X? is sufficient and
complete for o2 Then 0*(T(X)) =T(X)/n is the unique UMVUE for o2.

Remark: ¢*(7(X)) is not the optimal estimator among all possible choices. If you allow
biased estimators, you can get a better estimator with smaller mean squared error. e.g. if
you consider the class of estimators d.(7T(X)) = ¢I'(X) for some constant ¢, then the optimal
choice of ¢ is ¢ = 1/(n + 2), which gives a smaller mean squared error than the UMV UE.

o Let X1, X, , X, B Ber(6), and we want to estimate g(f) := 6*. Direct plug-in estimator

is biased. But we can construct an unbiased estimator §(X) = Hle X;. 9 itself is unbiased
but has very large variance. On the other hand, T'(X) = Y ; X; is sufficient and complete
for . Then we can Rao—Blackwellize § to get

k
TXH)(TX)—-1)---(T(X)—k+1
E[6(X) | T(X)] :E[HXi | T(X)} _ I )(n((n—)l)~)~-(n(—(kll) )
This is the unique UMVUE for 6*.
Final remarks for this part:

e Unbiased estimation is a very restrictive criterion. But if you restrict to this case, the classical
theory gives very clean and elegant results.

e Sufficiency and Rao—Blackwellization are powerful tools in the design and analysis of estimators,
even in modern contexts. (e.g. there’re approximate notions of sufficiency)

2 Score function, Fisher information, and Cramér—Rao lower
bound

General setup: X ~ Py for # € © C R?. Suppose that Py has common support, with a density pg(z)
with respect to some reference measure A. Suppose that we have sufficient regularity conditions to
interchange differentiation and integration.

Facts:

e For the score function, we have
Eg[Vologpe(X)] = /Vg log pp(x) - pe(x)dA(x) = Vg/pg(x)d/\(x) =0.

e (Fisher’s identity) for the covariance of the score function, we have
Ey [V log pg(X)V log pp(X) '] = —Ey[V? log py(X)].
This is called the Fisher information matrix, denoted by I(6).

Derivation of Fisher’s identity: starting from the fact that Eo[Vglogpy(X)] = 0, we take derivative
with respect to 0 again, and we get

0= 8| 83 logp(X)] = 5 / £IOgP9(X)'P0($)d)\($)

0
/ae a0, log pg(x) - po(x)d(x /86 log pg(z TR po(z)dA(x).
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Theorem 3.3 (Cramér-Rao lower bound). Let § be an unbiased estimator for g(6). Assuming that
(pe)oce has common support, and logpy(x) is twice continuously differentiable with respect to 0,
and By ||V log pg(X)||3 < +00. Then we have

covg [6(X)] = Vg(0) 1(6)"1Vg(6),
where = denotes the Loewner order for positive semidefinite matrices.

Proof: It suffices to prove the scalar case where g(6) € R, because the multivariate case can be
reduced to the scalar case by considering g() = v"g(6) for any v € R
By unbiasedness, we have

Vog(0) = VeEo[5(X)] = Vo / 5(2)po(x)dA(z) = / 5(2)Vopo(x)d\(z)

— [ S )pol) Vo log pa(a)dA(w) = Eol5(X) Vi log po (X))
On the other hand, by score identity, we have

Ey[Vglogpp(X)] = 0.
So we have

Eg[6(X)Volog po(X)] = Eg[(6(X) — g(0)) - Vg log py(X)].
If 6 € R, we can just apply Cauchy—Schwarz inequality to get
Vog(0)* = Ep[(6(X) — g(8)) - Vglogpg(X)]? < varg[§(X)] - varg[Vg log pg(X)] = varg[6(X)] - I(6).
In the multivariate case where # € R?%, we note that
Eg | (u Vologpy(X) — (5(X) - 9(0)))*]
is a positive semidefinite quadratic form in v € R?. Expanding this expression, we get
u' 1(0)u — 2u' Vg(0) + varg[6(X)] >0, VYu € RY

which implies the Cramér—Rao lower bound.

Remarks:
e In the i.i.d. case, X1, Xs, -+, X, LLd- py, we have I,,(0) = nli(0), where I,(0) is the Fisher
information for the n-sample case, and in such cases, the Cramér—Rao lower bound is

covolgn] = %vg(e))m(e)flvg(e).

e The Cramér—Rao lower bound false when the regularity conditions are not satisfied. For
example, for X1, Xo,--- , X, L Unif ([0,0]). In this case, we have sufficient and complete
statistic T'(X) = X(;,). Then we can construct the unique UMVUE 6*(T'(X)) = ot P(X) for

g(0) = 0, and we get the variance
92
varg[0"(T'(X))] = nn+2)

This is a general phenomenon: when your density contains singularities/discontinuities, you
can typically get faster rate of convergence than the classical parametric rate of 1/4/n.
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e Cramér—-Rao lower bound is not always exactly achievable (unbiased estimator may not even
exist). However, the result itself is useful far beyond the context of unbiased estimation.
In asymptotic statistics, Fisher information captures the asymptotically optimal estimator
(LAM theory), and this is achievable by the maximum likelihood estimator under regularity
conditions.

2.1 Bayesian Cramér—Rao lower bound

A major limitation of the classical Cramér—Rao lower bound is that it only applies to unbiased
estimators. The unbiased property is needed in the proof to get the identity

Eo[(5(X) — 9(6)) - Vo log pp(X)] = Veg(6). (3.1)

On the other hand, Equation (3.1) “looks like” moving the gradient from g to pp. This may reminds
you of the integration by parts formula.

The idea of Bayesian Cramér—Rao lower bound is to use integration-by-parts to replace the
underlying mechanism for Equation (3.1). In order to integrate, we need a prior density 7(6) on ©.

From now on, assume that 7 is a smooth density on © with respect to the Lebesgue measure.
We assume that 7w vanishes on the boundary of © (if © is unbounded, we assume that 7 vanishes
faster than any polynomial at infinity).

Key observations:

e “Bayesian version” of the score identity:
[ (Vologpo(a) + Volog w(6))pala)n(6)ds =0,
e “Bayesian version” of Equation (3.1): for any function g, we have
[ 9®)- (Votogp(a) + Vologm(®))pula)n(6)d0 = ~ [ VoglO)wolw)m)ds.  (32)

Actually, the first identity is a special case of the second identity with g(0) = 1.
Proof of the second identity: by integration by parts, since m vanishes on the boundary of ©,
the boundary term vanishes, and we have

/ Vog(0)po()7(0)d0 = — / 9(0)Vs (po(x)m(0))d6
. / 9(0)(Vglog polx) + Vo log (6))pa(z)r(6)do,

which proves the identity.

Remark: there’s no expectation with respect to X in the above identities. X = x is fixed in
these identities.

Let us now look at what we can derive from these identities.

Theorem 3.4 (Bayesian Cramér—Rao lower bound, van Trees inequality). Under the same regularity
conditions as the classical Cramér—Rao lower bound, and given a prior density w on © satisfying the
above conditions. Then for any estimator é for g(6), we have

re(6) > ( /@ Vg(&)w(@)dH)T< /@ I(e)w(e)dejuj(w))*l( /@ Vg(&)w(@)d@),
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where we define the Fisher information of the prior as
= /6V9 log 7(0) Vg log w(#) " 7(h)db.
Here the Bayes risk is defined as
re(0) 1= [ Eoll50) = g(0) ] (0)as

Remarks:

e J(m) is sometimes called information theorists’ Fisher information (as opposed to statisticians’
version). It is also a central object in information geometry.

e It does not require unbiasedness. Indeed, the result poses no restrictions on the estimator §.
And it bounds Bayes risk (instead of pointwise variance). This can be used to prove minimax
risk lower bounds by constructing a prior m and applying the inequality.

e This directly extends to the matrix version when g(#) € RF.

Proof of the Bayesian Cramér—Rao lower bound: similar to the proof of the classical Cramér—Rao

lower bound, we note that

/ Vg (0)m(6)d0 = / / Vg(8)po () (8)d(w)d = /X /@ Vg(0)ps ()7 (0)dBdA ()

B (32) = [ [9)- (Foro8r0(2) + Vo108 7(6))po(a)(0)d00A ).
On the other hand, by the “Bayesian score identity”, we have
[ 5@ [ (Vologmu(e) + Talog m(6)) (o) r()dbaA ) =
Combining them together, we have
/@ Vo(o)r(0)ds =~ | / 9(0) — 5(x)) - (Vologpa(x) + Vo log w(6))ps()m(6)d0dA(x)

- /@EQ[(a(X) — 9(8)) - (Vologps(X) + Vo 1og7r(9))}7r(9)d6.

The structure looks like exactly the same as the classical Cramér—Rao lower bound, except that we
have an expectation with respect to 8 ~ 7 in addition to the expectation with respect to X ~ py.
So we can apply Cauchy—Schwarz inequality or the non-negative quadratic form argument the result.
The matrix in the quadratic form can be computed as

/ Ey (Vo logpo(X) + Vg log n(6)*?|(0)d0 = / 1(0)7(6)d6 + J ().
(S (C]

This proves the Bayesian Cramér—Rao lower bound.
Use case of Bayesian Cramér—Rao lower bound: local minimax lower bound. Suppose that we
want to estimate 6, sometimes we are interested in

1nf sup Eg[\é\n—em.
n |0—00|<T

This is useful because global minimax can be too conservative.
The following illustration compares the risks of two estimators near 6.
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Risk

The dashed lines mark a local neighborhood of 6y. The local minimax criterion compares the largest risk
within this neighborhood, rather than over the entire parameter space.
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