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1 From Bayesian Cramér–Rao to local minimax

Idea: construct a prior distribution π that is supported on a small neighborhood of θ0, and then use
the inequality

sup
|θ−θ0|≤r

Eθ

[
|θ̂n − θ|2

]
≥

∫
|θ−θ0|≤r

Eθ

[
|θ̂n − θ|2

]
π(θ)dθ = rπ(θ̂n),

for any possible estimator θ̂n.
Requirements for the prior π:

• π is supported on a small neighborhood of θ0.

• π is smooth and vanishes on the boundary of its support.

• π has small Fisher information J(π).

Concrete choice:
Starting from the building block

ν0(x) = cos2(πx/2)1x∈[−1,1].

For fixed radius r > 0, we define the prior

ν(θ) =
1

r
ν0((θ − θ0)/r),

which is supported on [θ0 − r, θ0 + r].
The following illustration shows the shape and support of this local prior.

The prior ν is centered at θ0 and vanishes at the endpoints θ0 − r and θ0 + r. The dashed line marks its
center.
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Then we can compute the Fisher information of ν as

J(ν) =

∫ 1

−1

(ν ′0(x))
2

ν0(x)
dx · 1

r2
=

π2

r2
.

By putting them together, we arrive at a local minimax theorem

Theorem 4.1. Under the same regularity conditions as the Bayesian Cramér–Rao lower bound,
given n i.i.d. data, we have

inf
θ̂n

sup
|θ−θ0|≤r

Eθ

[
|θ̂n − θ|2

]
≥

(
n

∫
I(θ)ν(θ)dθ +

π2

r2

)−1
.

When r is small, the Fisher information I(θ) is approximately constant in the neighborhood
of θ0. Furthermore, when n is large, the term π2/r2 is negligible. In that case, the lower bound is
approximately 1/(nI(θ0)). But this does not require unbiasedness, and it is a local minimax lower
bound. So this is a very general result.

Theorem 4.1 is completely non-asymptotic. By taking the asymptotic regime where n → ∞ and
r → 0, we can recover the classical asymptotic minimax lower bound

Corollary 4.1. Under conditions of Theorem 4.1, we have

lim
c→+∞

lim inf
n→+∞

inf
θ̂n

sup
|θ−θ0|≤c/

√
n

n · Eθ

[
|θ̂n − θ|2

]
≥ 1

I(θ0)
.

Remarks:

• The order of the limit is important. Here we consider a sequence of shrinking neighborhoods
of θ0 as n → +∞, and c controls the size relative to the parametric rate of 1/

√
n. If you swap

the order, you will get global minimax rate instead, which is typically much larger than the
local minimax rate.

• The general local asymptotic minimax (LAM) theory is more general than the above corollary.

1. It requires less regularity conditions than the classical Cramér–Rao lower bound (differ-
entiability in quadratic mean, even weaker than first-order differentiability).

2. General LAM theory works for general loss functions, not just squared error loss. For
symmetric, bowl-shaped loss function ℓ, we have

lim
c→+∞

lim inf
n→+∞

inf
θ̂n

sup
|θ−θ0|≤c/

√
n

Eθ

[
ℓ
(√

n(θ̂n − θ)
)]

≥ E
[
ℓ(Z/

√
I(θ0))

]
, Z ∼ N (0, 1).

• Under certain regularity conditions, the maximum likelihood estimator

θ̂MLE
n := argmax

θ∈Θ

n∑
i=1

log pθ(Xi)

is known to satisfy the asymptotic convergence

√
n(θ̂MLE

n − θ)
d−→ N (0, I(θ)−1),

So for a broad class of problems, MLE is asymptotically optimal in the sense of LAM theory.

• This easily extends to multivariate θ ∈ Rd.
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2 Hypothesis testing: a decision-theoretic perspective

Basic framework:

Null hypothesis: H0 : θ ∈ Θ0, Alternative hypothesis: H1 : θ ∈ Θ1.

Here Θ0,Θ1 ⊆ Θ, and Θ0∩Θ1 = ∅. Testing is about making binary (or in general, discrete) decisions
about where θ lies.

This is a decision-theoretic problem. The decision rule is the critical function (“the test”)

ϕ(x) =


1, reject H0,

π ∈ (0, 1), randomized decision with probability π,

0, fail to reject H0.

For estimation we don’t usually use randomization (c.f. Rao–Blackwellization), but for testing,
randomization is sometimes necessary to get optimal tests.

• Significance level α: we want to make sure that

αϕ := sup
θ∈Θ0

Eθ[ϕ(X)] ≤ α.

• Power function

βϕ(θ) := Eθ[ϕ(X)], θ ∈ Θ1.

The role of two types of errors is asymmetric. Testing can be viewed as transforming multi-objective
optimization into constrained optimization: we want to maximize the power function βϕ(θ) for
θ ∈ Θ1, subject to the constraint that the significance level αϕ is below a threshold α.

Most desirable case:

Definition 4.1 (Uniformly most powerful (UMP) test). A test ϕ∗ is called uniformly most powerful
(UMP) at level α if it satisfies the following conditions:

1. ϕ∗ has significance level α.

2. For any other test ϕ with significance level α, we have

βϕ∗(θ) ≥ βϕ(θ), ∀θ ∈ Θ1.

Of course, this is not always achievable. But in some special cases, we can construct UMP tests.
If this is not achievable, we can consider more restricted classes of tests, or to consider minimax
optimality.

2.1 Simple vs. simple testing

Θ0 = {θ0}, Θ1 = {θ1}.

Likelihood ratio test (LRT):
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• Likelihood ratio statistic

L(x) =
pθ1(x)

pθ0(x)
.

• LRT rejects when L(x) is large. The critical function is

ϕ(x) =


1, L(x) > c,

π, L(x) = c,

0, L(x) < c.

We can choose (c, π) to satisfy the significance level α

Eθ0 [ϕ(X)] = α.

Lemma 4.1 (Neyman–Pearson lemma). Given α ∈ (0, 1), the LRT ϕ∗
α with significance level α

exists, and it is the UMP test at level α for testing H0 : θ = θ0 vs. H1 : θ = θ1.

Proof idea: We first show existence of the LRT with significance level α.

• When (c = 0, π = 1), we have Eθ0 [ϕ(X)] = 1 > α.

• When (c → +∞, π = 0), we have

αϕ =

∫
p0(x)1p1(x)/p0(x)>cdλ(x) ≤

∫
p0(x)

p1(x)

cp0(x)
dλ(x) =

1

c
→ 0 < α.

We increase c from 0 to +∞, αϕ decreases from 1 to 0, but not necessarily continuously. It can
have jumps when x takes discrete values. But in such case, we can use randomization to fill in the
gap. Concretely, we choose

• c such that

Pθ0

(
L(X) > c) ≤ α ≤ Pθ0

(
L(X) ≥ c).

• We choose π as

π =
α− Pθ0(L(X) > c)

Pθ0(L(X) = c)
.

(when the denominator is 0, we can just choose π = 0).

It is easy to check that this choice of (c, π) gives significance level exactly α.

Optimality: consider any other level-α test ϕ. Let c to be the threshold for the LRT ϕ∗
α. We

consider

E1[ϕ(X)]− cE0[ϕ(X)]

=

∫
p1(x)/p0(x)≥c

(
p1(x)− cp0(x)

)
ϕ(x)dλ(x)︸ ︷︷ ︸

positive part

+

∫
p1(x)/p0(x)<c

(
p1(x)− cp0(x)

)
ϕ(x)dλ(x)︸ ︷︷ ︸

negative part

(a)

≤
∫
p1(x)/p0(x)≥c

(
p1(x)− cp0(x)

)
dλ(x) + 0 = E1[ϕ

∗
α(X)]− cE0[ϕ

∗
α(X)],
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where step (a) is based on pointwise maximization.
This shows that LRT maximizes the functional E1[ϕ(X)] − cE0[ϕ(X)], which is negation of

weighted sum of type I and type II errors. For the power, we note that

E1[ϕ(X)] ≤ E1[ϕ
∗
α(X)]− cE0[ϕ

∗
α(X)]︸ ︷︷ ︸
=α

+cE0[ϕ(X)]︸ ︷︷ ︸
≤α

≤ E1[ϕ
∗
α(X)],

which proves the optimality of the LRT.
The idea of LRT is design to perform pointwise maximization for the power.

The functional E1[ϕ(X)]− cE0[ϕ(X)] is of independent interest. Special case of c = 1. Using
the arguments in the proof of the Neyman–Pearson lemma, we can show that

min
ϕ

{
E0[ϕ(X)] + E1[1− ϕ(X)]

}
=

∫
min{p0(x), p1(x)}dλ(x) = 1− dTV(p0, p1). (4.1)

Here we define the total variation distance as

dTV(p0, p1) := sup
A⊆X

|p0(A)− p1(A)| = 1

2

∫
|p0(x)− p1(x)|dλ(x).

Application to testing lower bounds: Suppose we have X1, X2, · · · , Xn
i.i.d.∼ N (θ, 1), and we

want to test H0 : θ = 0 vs. H1 : θ = ϵ. We know how to construct the UMP test. But here we want
to understand the fundamental possibility of this testing problem, depending on the signal strength
ϵ and the sample size n.

By Equation (4.1), we have

type I error + type II error ≥ 1− dTV

(
P⊗n
1 ,P⊗n

0

)
.

Total variation distance between product measures is difficult to compute directly. But we can use
Pinsker’s inequality to relate total variation distance to KL divergence:

dTV(P,Q) ≤
√

1

2
DKL(P∥Q),

where KL divergence is defined as

DKL(P∥Q) :=

∫
log

dP

dQ
dP.

Tensorization property of KL divergence gives (easily verifiable by direct computation):

DKL

(
P1 × P2 × · · · × Pn∥Q1 ×Q2 × · · · ×Qn

)
=

n∑
i=1

DKL(Pi∥Qi).

In our case, we have

dTV

(
P⊗n
1 ,P⊗n

0

)
≤

√
1

2
DKL

(
P⊗n
1 ∥P⊗n

0

)
=

√
n

2
DKL(P1∥P0) =

√
n

2
· ϵ

2

2
=

ε
√
n

2
.

We can choose ε = 1/
√
n, then the total variation distance is bounded by 1/2. For this problem, for

any possible test, the sum of two types of errors is at least 1/2. This shows that the signal strength
ε must be at least of order 1/

√
n in order to have a meaningful testing problem.

This lower bound is achieved by the LRT test. LRT is able to detect the signal when ε ≳ 1/
√
n,

and it fails to detect the signal when ε ≪ 1/
√
n.
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2.2 Detour: Le Cam’s two point method in estimation lower bounds

Idea: if we cannot reliably distinguish p0 and p1 based on the data, and if g(θ) is sufficiently different
at θ0 and θ1, then we must pay for the price |g(θ0)− g(θ1)| in estimation error.

Theorem 4.2 (Le Cam’s two point method). Let θ0, θ1 ∈ Θ, and let δ be any estimator for g(θ).
Then we have

sup
θ∈{θ0,θ1}

Eθ

[
|δ(X)− g(θ)|2

]
≥ 1

8
|g(θ0)− g(θ1)|2 ·

(
1− dTV(pθ0 , pθ1)

)
.

Proof is straightforward: we can lower bound the worst-case risk by Bayes risk with respect to
the uniform prior on {θ0, θ1}

sup
θ∈{θ0,θ1}

Eθ

[
|δ(X)− g(θ)|2

]
≥ 1

2

1∑
i=0

Eθi

[
|δ(X)− g(θi)|2

]
.

Starting from the estimator δ, we can construct a test ϕ for testing H0 : θ = θ0 vs. H1 : θ = θ1 as
follows:

ϕ(x) = 1{|δ(x)−g(θ0)|>|δ(x)−g(θ1)|}.

For the testing problem, we know that the sum of two types of errors is lower bounded by
1− dTV(pθ0 , pθ1). On the other hand, by construction of the test, making a (type I or type II) error
implies that the estimation error is at least |g(θ0)− g(θ1)|/2. Combining them together, we have

sup
θ∈{θ0,θ1}

Eθ

[
|δ(X)− g(θ)|2

]
≥ 1

2

1∑
i=0

Eθi

[
|δ(X)− g(θi)|2

]
≥ 1

2

1∑
i=0

1

4
|g(θ0)− g(θ1)|2 · Eθi

[
1{|δ(X)−g(θ0)|>|δ(X)−g(θ1)|}

]
≥ 1

8
|g(θ0)− g(θ1)|2 ·

(
1− dTV(pθ0 , pθ1)

)
.

Additional remark: here, we have been mostly using symmetric version of the Le Cam’s two point
method, where we consider sum of type I and type II errors. There is also an asymmetric version,
where we consider a weighted sum. This is particularly useful in proving statistical limits for
adaptation, c.f. Lepski’s method.

2.3 Back to testing: when can we find UMP tests?

Idea: in some special case, all the LRTs for different θ1 ∈ Θ1 share the same test statistic.

Example 4.1. Consider X ∼ N (θ, 1), for any θ0 and θ1, if θ0 < θ1, consider the test H0 : θ = θ0
vs. H1 : θ = θ1. The LRT statistic is

L(x) = exp
(
(θ1 − θ0)x− θ21 − θ20

2

)
.

If we reject when L(x) is large, this is equivalent to rejecting when x is large. So the optimal test
for this simple vs. simple problem is to reject when x is large. This is independent of the particular
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choice of θ1 and θ0, although the threshold depends on θ0. So if we fix θ0, for any θ1 > θ0, the LRTs
are the same.

Moreover, if we consider composite null hypothesis as well.

H0 : θ ≤ θ0, H1 : θ > θ0,

Strictly speaking, different θ in the null hypothesis give different LRTs. But they all share the same
test statistic, which is x. And the “most dangerous” null hypothesis is θ = θ0, which gives the
largest type I error. Since we want to control the type I error uniformly small for all θ ≤ θ0, we can
just control it for θ = θ0. So we can use the LRT for θ0.

Generalizing this idea leads to the notion of monotone likelihood ratio (MLR) families.

Definition 4.2 (Monotone likelihood ratio (MLR) family). Consider a scalar parameter θ ∈ R.
If there exists a statistic T (X) such that whenever θ1 < θ2, the likelihood ratio pθ2(x)/pθ1(x) is
a non-decreasing function of T (x), and that pθ2 ̸= pθ1, then we say that the family {pθ}θ∈Θ has
monotone likelihood ratio (MLR) in T (X).

For exponential families, we have

pθ2(x)/pθ1(x) = exp
(
(η(θ2)− η(θ1))T (x)− (B(θ2)−B(θ1))

)
,

If η is a monotonic increasing function of θ, then the family has MLR in T (X).

Theorem 4.3. For the one-sided testing problem

H0 : θ ≤ θ0, H1 : θ > θ0,

assuming MLR, then there exists a UMP test at level α, given by

ϕ∗
α(x) =


1, T (x) > c,

π, T (x) = c,

0, T (x) < c,

where (c, π) is chosen to satisfy

Eθ0 [ϕ
∗
α(X)] = α.

Proof idea: it is easy to verify that the test is valid at level α as long as it is valid at level α
for θ = θ0. On the other hand, by Neyman–Pearson lemma, for any θ1 > θ0, the LRT is UMP for
testing H0 : θ = θ0 vs. H1 : θ = θ1. Since the test statistic is the same, and the threshold is chosen
to satisfy level α for θ = θ0, this test is also UMP for testing H0 : θ = θ0 vs. H1 : θ = θ1. This
shows that the test is UMP for all θ1 > θ0.
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