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1 Continued from last time: core tasks in statistical inference

1.1 Hypothesis testing

Goal: make binary decision about the true parameter θ∗ based on data. Decomposing Θ into two
disjoint sets Θ0 and Θ1, we want to test the following hypotheses:

• Null hypothesis H0: θ
∗ ∈ Θ0.

• Alternative hypothesis H1: θ
∗ ∈ Θ1.

A test is function ϕ : X → {0, 1} that maps the data to a binary decision:

• ϕ(X) = 1 means we reject the null hypothesis H0.

• ϕ(X) = 0 means we fail to reject the null hypothesis H0.

Note: there’s asymmetry between the null and alternative hypotheses. We can never “accept” the
null hypothesis, we can only fail to reject it.

Idea: “rejecting the null” means that the data is “incompatible” with the null hypothesis. This
usually means some “real discovery”. On the other hand, “failing to reject the null” does not
necessarily mean that the null hypothesis is true. It may be due to insufficient data, or the test is
not powerful enough to detect the difference.

It’s NOT safe to say that null is true just because we fail to reject it. We can only say that we
don’t have enough evidence to reject it.

Mathematically, how do we formulate this?

• Type I error rate – level of the test

α(ϕ) = sup
θ∈Θ0

Pθ(ϕ(X) = 1) = sup
θ∈Θ0

Eθ[ϕ(X)].

• Type II error rate

Pθ(ϕ(X) = 0) for θ ∈ Θ1.

We call the power of the test ϕ at θ ∈ Θ1 as

βθ(ϕ) = 1− Pθ(ϕ(X) = 0) = Pθ(ϕ(X) = 1).

Hypothesis testing is a constrained multivariate optimization problem: we want to maximize the
power of the test βθ(ϕ) for θ ∈ Θ1, subject to validity constraint

α(ϕ) ≤ α0,

for some pre-specified level α0 ∈ (0, 1).

• A test with large type-one error rate α(ϕ) is not valid.

• A test with large type-two error rate may still be valid, but it does not use the data efficiently.

We will revisit this topic in more details later in the course.
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2 Empirical estimators

Consider the estimation problem: X1, X2, · · · , Xn
i.i.d.∼ P on R. Let F be the cumulative distribution

function of P. We want to estimate F based on the data.
A natural estimator is the empirical cumulative distribution function (empirical CDF):

F̂n(x) =
1

n

n∑
i=1

1Xi≤x, ∀x ∈ R.

Basic properties of the empirical CDF:

• Unbiased: EP[F̂n(x)] = F (x) for all x ∈ R.

• Variance: varP(F̂n(x)) =
F (x)(1−F (x))

n for all x ∈ R.

• Pointwise asymptotic normality: for each fixed x ∈ R, we have

√
n
(
F̂n(x)− F (x)

) d−→ N (0, F (x)(1− F (x))) as n → ∞.

Remark: in general, we can show that the sequence of random functions
(√

n(F̂n(x)− F (x)) :
x ∈ R

)
converges in distribution to a Gaussian process, which is a stronger result than

pointwise convergence.

Uniform vs. pointwise convergence:

• Pointwise convergence tells us that F̂n(x)
p−→ F (x) for each fixed x ∈ R (just weak law of large

numbers).

• Suppose that we want to compute some functional of the entire function F , e.g., median or
mode of the distribution. These functionals depend on the entire function F , not just its value
at a single point. In this case, pointwise convergence is not sufficient to guarantee that the
functional of F̂n converges to the functional of F . We need uniform convergence, which is a
stronger notion of convergence.

For empirical CDF, we have the following uniform convergence result:

Theorem 3.1 (Glivenko-Cantelli theorem). Let X1, X2, · · · , Xn
i.i.d.∼ P on R, and let F be the

cumulative distribution function of P. Then we have

sup
x∈R

|F̂n(x)− F (x)| p−→ 0 as n → ∞.

This allows uniform control of the estimation error.
More quantitative version of this:

Theorem 3.2 (Dvoretzky–Kiefer–Wolfowitz inequality). Let X1, X2, · · · , Xn
i.i.d.∼ P on R, and let

F be the cumulative distribution function of P. Then we have

P
(
sup
x∈R

|F̂n(x)− F (x)| > ε
)
≤ 2e−2nε2 , ∀ε > 0.

Remark: the pointwise version of DKW inequality is also a useful result, which is called
Hoeffding’s inequality.
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Theorem 3.3 (Hoeffding’s inequality). Let X1, X2, · · · , Xn
i.i.d.∼ P such that Xi ∈ [a, b] almost

surely. Then we have

P
(∣∣X̄n − EP[X]

∣∣ > ε
)
≤ 2e−2nε2/(b−a)2 , ∀ε > 0.

Based on DKW inequality, we can construct a finite-sample valid confidence band for the entire
CDF F . Confidence band ia a natural nonparametric extension of confidence interval. Instead
of a random interval that contains the true parameter with high probability, a confidence band
[Ln(x), Un(x)] is a pair of random functions such that

P
(
Ln(x) ≤ F (x) ≤ Un(x),∀x ∈ R

)
≥ 1− α.

Note: F is deterministic but unknown, and we construct a pair of random functions Ln and Un

based on the data, such that the entire function F is contained in the band with high probability.
Confidence band based on DKW inequality: for any α ∈ (0, 1), we can choose

Ln(x) = max
{
0, F̂n(x)−

√
1

2n
log

2

α

}
, Un(x) = min

{
1, F̂n(x) +

√
1

2n
log

2

α

}
.

By DKW inequality, we have

P
(
Ln(x) ≤ F (x) ≤ Un(x),∀x ∈ R

)
≥ 1− α,

which shows that [Ln(x), Un(x)] is a valid (1− α) confidence band for the entire CDF F .

2.1 Functional estimation

In general, we may want to estimate some functional T of the CDF F .
Examples of functionals:

• Mean: T (F ) =
∫
xdF (x) = EF [X].

• Variance: T (F ) = varF (X) =
∫
(x− EF [X])2dF (x).

• Median:

T (F ) = median(F ) = inf{x ∈ R : F (x) ≥ 1/2}.

In general, this does not need to be 1/2-quantile. We can consider any τ -quantile for τ ∈ (0, 1).

A general strategy: plug-in principle. We estimate T (F ) by

T̂n := T (F̂n).

Question: when does the plug-in estimator work? and when it fails?
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Bounded linear functionals : We consider functionals of the form

T (F ) =

∫
r(x)dF (x) = EF [r(X)], (3.1)

for some function r : R → R such that EF [|r(X)|] < +∞. This is a bounded linear functional on
the space of CDFs. In this case, the plug-in estimator works:

T̂n = T (F̂n) =

∫
r(x)dF̂n(x) =

1

n

n∑
i=1

r(Xi)
p−→ EF [r(X)] = T (F ) as n → ∞,

If the random variable r(X) has finite variance, then we also have asymptotic normality:

√
n(T̂n − T (F )) =

1√
n

n∑
i=1

(r(Xi)− EF [r(X)])
d−→ N(0, varF (r(X))) as n → ∞.

e.g.

• Mean: r(x) = x.

• Variance: r(x) = (x− X̄n)
2, where X̄n = 1

n

∑n
i=1Xi is the sample mean.

• Skewness: r(x) = (x− X̄n)
3.

Non-example: linear functional but not bounded.

T (F ) = F ′(0) = lim
h→0

F (h)− F (0)

h
.

Derivative functional satisfies linearity:

T (aF1 + bF2) = aT (F1) + bT (F2), ∀a, b ∈ R,∀F1, F2.

In general, if X has a continuous distribution, then with probability 1, we have Xi ̸= 0 for all
i = 1, 2, . . . , n. In this case, the empirical CDF F̂n is flat around 0, and we have F̂ ′

n(0) = 0. But on
the other hand, the true derivative F ′(0) may not be 0. Therefore, the plug-in estimator fails in
this case. And of course, in this case, T cannot be written in the form of (3.1).

At the end of this semester, we will discuss density estimation, which solves the problem of
estimating F ′(x) under certain additional assumptions.

Nonlinear functionals: does plug-in principle work for median or quantile?
For τ ∈ (0, 1), the τ -quantile of a distribution F is defined as

Tτ (F ) = F−1(τ) = inf{x ∈ R : F (x) ≥ τ}.

Sample quantile:

Tτ (F̂n) = F̂−1
n (τ) = inf{x ∈ R : F̂n(x) ≥ τ}.

Does it always work?

Non-example: Bernoulli distribution. Let X1, X2, · · · , Xn
i.i.d.∼ Ber(θ) for some θ ∈ (0, 1).

Suppose that the true parameter θ∗ = 1/2, and we also set τ = 1/2. The sample median randomly
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oscillates between 0 and 1, depending on whether the number of 1s in the sample is larger than the
number of 0s. The population median is deterministic, so we do not have convergence.

In that case, the CDF is a step function:

F (x) =


0, x < 0,

1/2, 0 ≤ x < 1,

1, x ≥ 1.

If you take F−1(1/2), you get the entire interval [0, 1], and then you get 0 by taking infimum.
We need to avoid this case in our analysis.

Assumption 3.1. The CDF F is continuous and strictly increasing at the τ -quantile Tτ (F ), i.e.,
F (Tτ (F )) = τ and F (x) < τ for all x < Tτ (F ), and F (x) > τ for all x > Tτ (F ).

We can show convergence of the sample quantile to the population quantile under this assumption:

Theorem 3.4. Under above assumptions, we have

Tτ (F̂n)
p−→ Tτ (F ) as n → ∞.

Proof. By the Glivenko–Cantelli theorem, we have uniform convergence

sup
x∈R

|F̂n(x)− F (x)| p−→ 0.

Fix ε > 0, and set q = Tτ (F ), x− = q−ε, and x+ = q+ε. Assumption 3.1 gives F (x−) < τ < F (x+).
Choose

δ =
1

2
min{τ − F (x−), F (x+)− τ} > 0.

On the event En = {supx |F̂n(x) − F (x)| < δ}, the empirical CDF lies between the two dashed
curves F (x)− δ and F (x) + δ in the illustration. At x−, even the upper curve is below τ ; at x+,
even the lower curve is above τ . Thus

F̂n(x−) < F (x−) + δ < τ < F (x+)− δ < F̂n(x+).

Since F̂n is nondecreasing, its first crossing of τ lies in [x−, x+]. Consequently,

P
(
|Tτ (F̂n)− q| > ε

)
≤ P(Ec

n) = P
(
sup
x

|F̂n(x)− F (x)| ≥ δ
)
−→ 0,

which proves consistency of the sample quantile.
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The dashed curves are F ± δ; the orange empirical CDF stays between them, so its τ -crossing is bracketed by
x− and x+.

Remark: when τ can change with n, we need to be more careful. For example, we can consider
τ > 1− 1/n. In such a case, the sample quantile is

Tτ (F̂n) = max
i=1,2,...,n

Xi.

e.g. if we take τ = 1− 1/n2, then population quantile at 1− 1/n2 could be much larger than the
sample maximum, and we do not have convergence. In general, we need to assume that τ is fixed
and does not change with n.

Additional nonlinear functionals: Lipschitz functionals: we call a functional T as L-Lipschitz
if

|T (F1)− T (F2)| ≤ L · sup
x∈R

|F1(x)− F2(x)|,

for some constant L > 0.
For Lipschitz functionals, we have

|T (F̂n)− T (F )| ≤ L · sup
x∈R

|F̂n(x)− F (x)| p−→ 0,

We can also get quantitative bounds on the estimation error using DKW inequality.
This also applies to functionals that are Hölder continuous, or has some other modulus of

continuity. In general, we can show that if T is continuous with respect to the uniform norm, then
the plug-in estimator works.
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Example 3.1. Consider the functional

T (F ) := max
x∈R

P(X ∈ [x− 1, x+ 1]) = max
x∈R

(F (x+ 1)− F (x− 1)).

For two functions F1 and F2, we have |maxx ax −maxx bx| ≤ supx |ax − bx|. Hence

|T (F1)− T (F2)| ≤ sup
x∈R

|(F1 − F2)(x+ 1)− (F1 − F2)(x− 1)|

≤ 2 sup
x∈R

|F1(x)− F2(x)|.

So T is a 2-Lipschitz functional, and the plug-in estimator works.

If we study argmax instead of max, we need some additional assumption to guarantee that the
argmax is unique, and then we can apply the same idea as what we did for quantile estimation to
show convergence of the plug-in estimator.

3 Bootstrap

Idea: by uniform convergence of the CDF, we know that somehow F̂n ≈ F . In confidence interval
construction, we need to quantify the uncertainty of the estimator T̂n = T (F̂n), e.g.,

seF (T̂n) =

√
EF

[
|T̂n − EF [T̂n]|2

]
.

The problem is that this formula depends on unknown F . On the other hand, we can replace F by
F̂n, and the estimated version of standard error is

se
F̂n

(T̂n) =
√

E
F̂n

[
|T̂n − E

F̂n
[T̂n]|2

]
.

Here, by subscript F̂n, we mean that the expectation is taken with respect to the empirical
distribution F̂n. Empirical distribution is known to us, so we can compute this quantity in principle.
This is the basic idea of bootstrap.

General idea:

• Write the quantity of interest as a functional of the CDF F (and the estimator).

• Replace F by the empirical CDF F̂n to get an estimated version of the quantity of interest.

In other words, we can think of it as two “parallel worlds”:

• True distribution is F , and you get samples X1, X2, . . . , Xn
i.i.d.∼ F . You can compute the

estimator T̂n based on these samples.

• Hypothetical “bootstrap world”: you pretend that the empirical distribution F̂n is the true

distribution, and you generate bootstrap samples X∗
1 , X

∗
2 , . . . , X

∗
n

i.i.d.∼ F̂n. You can compute

the bootstrap estimator T̂ ∗
n based on these bootstrap samples.

Operationally, the bootstrap samples X∗
1 , X

∗
2 , . . . , X

∗
n can be generated by sampling with replacement

from the original samples X1, X2, . . . , Xn. We re-sampled the original samples.
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