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1 Continued from last time: bootstrap

From high-level perspective, bootstrap is also a plug-in estimator: using empirical distribution over
n observed data to replace the population one, so that we can estimate the quantity of interest
without knowing the population distribution.

Different from the plug-in estimator, bootstrap is about uncertainty quantification about an
existing estimator, e.g. construction of confidence intervals.

In general, a bootstrap procedure consists of the following conceptual steps:

• Step I: Real vs. bootstrap world: consider two parallel worlds:

F ⇒ X1, X2, . . . , Xn ⇒ T̂n = g(X1, X2, · · · , Xn),

here g is a function that maps the data to the estimator. It can be any function.

Bootstrap world:

F̂n ⇒ X∗
1 , X

∗
2 , . . . , X

∗
n ⇒ T̂ ∗

n = g(X∗
1 , X

∗
2 , · · · , X∗

n).

Operationally, we generate bootstrap samples X∗
1 , X

∗
2 , . . . , X

∗
n by sampling with replacement

from the original samples X1, X2, . . . , Xn.

Hope: the conditional distribution of T̂ ∗
n given the original samples X1, X2, . . . , Xn is a good

approximation of the marginal distribution of T̂n. For the former, the randomness is coming
only from the drawing with replacement procedure, while for the latter, the randomness is
coming from the original data generating process.

• Step II: simulation. Theoretically, we can compute the conditional distribution of T̂ ∗
n

given the original samples X1, X2, . . . , Xn. But in practice, we usually cannot compute it
analytically.T̂ ∗

n . Computational idea: Monte Carlo simulation.

General idea of Monte Carlo simulation: suppose that we want to compute EP[f(X)]
with known F . Given a sample size B > 0, we can generate B independent samples

Y1, Y2, · · · , YB
i.i.d.∼ P, and by law of large numbers, we have

1

B

B∑
i=1

f(Yi)
p−→ EP[f(X)] as B → ∞.

Note that this is NOT a statistical procedure. This is just a computational method.

In Monte Carlo simulation for bootstrap, we generate B independent “bootstrap worlds”:

X∗
1,1, X

∗
1,2, . . . , X

∗
1,n

i.i.d.∼ F̂n,

X∗
2,1, X

∗
2,2, . . . , X

∗
2,n

i.i.d.∼ F̂n,

...

X∗
B,1, X

∗
B,2, . . . , X

∗
B,n

i.i.d.∼ F̂n.
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For each bootstrap world, we repeat the same procedure to compute

T̂ ∗,b
n = g(X∗

b,1, X
∗
b,2, . . . , X

∗
b,n), b = 1, 2, . . . , B.

If the conditional distribution of T̂ ∗
n given the original samples X1, X2, . . . , Xn is a good

approximation of the marginal distribution of T̂n, then conditionally on the data, T̂ ∗,b
n are good

approximations of independent samples from the marginal distribution of T̂n. In particular, if
we want to estimate the standard error of T̂n, we can use the Monte Carlo principle:

ŝebootstrap,B(T̂n) =

√√√√ 1

B

B∑
b=1

(
T̂ ∗,b
n − 1

B

B∑
j=1

T̂ ∗,j
n

)2
,

Hope to get:

ŝebootstrap,B(T̂n) ≈︸︷︷︸
known to be true for large B

ŝebootstrap,idealized(T̂n) ≈︸︷︷︸
?

seF (T̂n),

where

ŝebootstrap,idealized(T̂n)
2 := E

F̂n

[
|T̂ ∗

n − E
F̂n

[T̂ ∗
n ]|2 | X1, X2, · · · , Xn

]
.

The “?” step is not always true. It depends on properties of the estimator T̂n and the functional T
and the data-generating distribution F . We will discuss this in more details later in the course.

1.1 Bootstrap confidence intervals

Normal interval:

• Compute T̂n based on the original samples X1, X2, . . . , Xn.

• Use Monte Carlo simulation to compute ŝebootstrap,B(T̂n).

• Construct the confidence interval as[
T̂n − z1−α/2 · ŝebootstrap,B(T̂n), T̂n + z1−α/2 · ŝebootstrap,B(T̂n)

]
,

This works if (i) the asymptotic distribution of T̂n is normal, and (ii) the bootstrap standard error
is a good approximation of the true standard error. There are cases where bootstrap is valid but the
asymptotic distribution is not normal, and in such cases, we need to use other bootstrap confidence
intervals.

Pivotal interval. In the construction of confidence intervals, we can use the pivotal quantity

Rn = T̂n − T (F ).

In the bootstrap world, we hope that the conditional distribution of R∗
n = T̂ ∗

n − T̂n given the original
samples X1, X2, . . . , Xn is a good approximation of the marginal distribution of Rn.

If we knew the distribution of Rn, suppose that H is the CDF of Rn, H(r) = P(Rn ≤ r), then
we can construct a (1− α) confidence interval for T (F ) as

Cn =
[
T̂n −H−1(1− α/2), T̂n −H−1(α/2)

]
.
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(if H is known to be normal, this is the same as the normal interval). This transforms the question
of constructing a confidence interval for T (F ) to the question of estimating the distribution of Rn.

If the bootstrap distribution of R∗
n is a good approximation of the distribution of Rn, then we

can use the bootstrap distribution to estimate the quantiles of Rn:

Ĥbootstrap,ideal(r) := P
F̂n

(R∗
n ≤ r | X1, X2, . . . , Xn).

We can further use Monte Carlo simulation to compute the idealized bootstrap distribution
Ĥbootstrap,ideal approximately:

Ĥbootstrap,B(r) =
1

B

B∑
b=1

1
R∗,b

n ≤r
.

This is a step function that jumps by 1/B at each of the bootstrap samples R∗,b
n . If bootstrap works,

then we can use the quantiles of Ĥbootstrap,B to construct a confidence interval for T (F ):

Cn =
[
T̂n − Ĥ−1

bootstrap,B(1− α/2), T̂n − Ĥ−1
bootstrap,B(α/2)

]
.

This does not require asymptotic normality of T̂n, so potentially more robust than the normal
interval. Roughly speaking, the pivotal interval requires the shape of the distribution of the pivot
Rn to be stable and independent of the unknown distribution F , though not necessarily normal.

Percentile interval. Bootstrap hope to approximate the distribution of T̂n using the conditional
distribution of T̂ ∗

n given the original samples X1, X2, . . . , Xn. Idea: we can use the cdf of the
bootstrap distribution to estimate the quantiles of T̂n. This leads to a simple construction of the
confidence interval:

Cn =
[
T̂ ∗
(α/2), T̂

∗
(1−α/2)

]
,

where we denote T̂ ∗
(q) as the q-th quantile of the bootstrap distribution. In practice, we still need to

use Monte Carlo simulation to compute ⌈αB/2⌉ and ⌈(1− α/2)B⌉ order statistics of the bootstrap
samples T̂ ∗,1

n , T̂ ∗,2
n , . . . , T̂ ∗,B

n .

1.2 When does bootstrap work?

First, let us try to find cases where bootstrap fails.

Example 4.1. Let X1, X2, · · · , Xn
i.i.d.∼ Unif

(
[0, θ]

)
. We want to estimate θ = T (F ) := max

{
x :

x ∈ supp(F )
}
. And we can use plug-in method to estimate it.

T̂n = T (F̂n) = max
i=1,2,...,n

Xi.

For estimation itself, this is a good estimator. Indeed, we can show that

T̂n
p−→ θ, E

[
|T̂n − θ|2

]
= O(1/n2).

The issue happens when we try to quantify the uncertainty of the estimator T̂n using bootstrap.
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Under the real world, we have

P(T̂n ≤ t) = P(X1 ≤ t,X2 ≤ t, . . . ,Xn ≤ t) = P(X1 ≤ t)n = (t/θ)n, 0 < t < θ.

On the other hand, in the bootstrap world, we have

X∗
1 , X

∗
2 , · · · , X∗

n
i.i.d.∼ Unif

(
{X1, X2, · · · , Xn}

)
.

We can then compute the bootstrap estimator T̂ ∗
n = maxi=1,2,...,nX

∗
i . Computing the conditional

distribution of T̂ ∗
n given the original samples X1, X2, . . . , Xn is a combinatorial task, which is

manageable but tedious. But we can compute a simple quantity:

P
(
T̂ ∗
n = T̂n | X1, X2, . . . , Xn

)
= P

(
X(n) is selected in bootstrap samples

)
= 1− (1− 1/n)n → 1− 1/e ≈ 0.632.

So in the bootstrap world, the bootstrap estimator T̂ ∗
n has at least constant probability (1− 1/e) to

be equal to the true maximum in the distribution support. But this conclude does not translate to
the real world, where we have

P(T̂n = θ) = 0.

This reveals a failure mode of bootstrap. In particular, if we want to construct a confidence interval
for θ with confidence level 1− α, where α = 0.5. If we were to use bootstrap samples to construct
confidence interval, we could use

Cn =
[
T̂n, T̂n

]
= {T̂n},

because under the bootstrap world, we have C∗
n = {T̂ ∗

n}

P
(
C∗
n ∋ T̂n

)
= P

(
T̂ ∗
n = T̂n

)
→ 1− 1/e > 0.5.

But in the real world, Cn covers the ground truth θ with probability 0. So the bootstrap confidence
interval fails to achieve the desired coverage level.

Remark: for this problem, suppose that we use an alternative estimator

T̃n :=
2

n

n∑
i=1

Xi,

which is also a consistent estimator. And in that case, bootstrap works (for quantifying uncertainty
of T̃n). However, T̃n is not a good estimator for θ, since it has a slower convergence rate than T̂n.

A special case where bootstrap works. Consider sample average estimator for T (F ) =
EF [r(X)] for some function r : R → R. Suppose that we use the plug-in estimator

T̂n =
1

n

n∑
i=1

r(Xi).

For this problem, we could use plug-in method for standard error estimation. But we can also use
bootstrap to estimate the standard error.
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Conditionally on the original samples X1, X2, . . . , Xn, in the bootstrap world, we have

X∗
1 , X

∗
2 , . . . , X

∗
n

i.i.d.∼ Unif
(
{X1, X2, . . . , Xn}

)
, T ∗

n =
1

n

n∑
i=1

r(X∗
i ).

Now we consider standard error estimation. In the bootstrap world, we have

ŝe2bootstrap,ideal(T̂n) = E
F̂n

[
|T̂ ∗

n − E
F̂n

[T̂ ∗
n ]|2 | X1, X2, . . . , Xn

]
= E

F̂n

[
|T̂ ∗

n − 1

n

n∑
j=1

r(Xj)|2 | X1, X2, . . . , Xn

]
Without using simulation, we can compute this quantity analytically, as the target quantity is the
variance of i.i.d. sums. In particular, we have

ŝe2bootstrap,ideal(T̂n) =
1

n
· 1
n

n∑
i=1

(
r(Xi)−

1

n

n∑
j=1

r(Xj)
)2
.

On the other hand, in the real world, we have

seF (T̂n)
2 =

1

n
· varF (r(X)) =

1

n
· EF

[
|r(X)− EF [r(X)]|2

]
.

• By law of large numbers, the idealized bootstrap variance converges to the true variance:

ŝe2bootstrap,ideal(T̂n)
p−→ se2F (T̂n) as n → ∞.

• Furthermore, we note that ŝe2bootstrap,ideal(T̂n) is just (1/n) times the empirical variance
estimator computed from the original samples X1, X2, . . . , Xn.

• Here, we can also use CLT to show that the idealized bootstrap confidence interval (including
the pivotal and percentile intervals) is asymptotically valid.

In general, the validity of bootstrap is a deep theoretical question. It crucially relies on a notion
called Hadamard differentiability of the functional T .

Roughly speaking, Hadamard differentiability is a notion of smoothness of the functional T .
Suppose that we want to estimate T (F ) using T (Fn), where Fn is the empirical distribution. We
can think of Fn as a perturbation of F , and we want to understand how the functional T changes
with respect to the perturbation.

Technically, Hadamard differentiability is defined as: we say that T is Hadamard differentiable
at F if there exists a continuous linear map T ′

F : D → R such that for any sequence of perturbations
hn → h and scalars tn → 0, we have

T (F + tnhn)− T (F )

tn
−→ T ′

F (h) as n → ∞,

From the definition, you can see that this is a natural generalization of differentiable functions to
infinite dimensional spaces. The linear map T ′

F is called the Hadamard derivative of T at F .
To make an analogy, you can consider a differentiable finite-dimensional function T : Rd → R.

Consider perturbation of its arguments: for tn → 0 and hn → h ∈ Rd, we have

T (x+ tnhn)− T (x)

tn
−→ ∇T (x)⊤h as n → ∞,

If the space of data is finite, the true distribution F can be represented as a vector in Rd, and the
functional T can be thought of as a function from Rd to R. In that case, Hadamard differentiability
reduces to the usual notion of differentiability.
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Theorem 4.1. If T is Hadamard differentiable at F , then for pivotal and percentile bootstrap
confidence intervals, we have

P
(
Cn ∋ T (F )

)
−→ 1− α as n → ∞.

under the idealized bootstrap setting, as n → ∞. We can further exhibit the validity of the Monte
Carlo simulation procedure, by sending B → ∞ first and then n → ∞.

Furthermore, if the true asymptotic distribution of T̂n − T (F ) is normal, then the normal
bootstrap confidence interval is also asymptotically valid.

Basically, Hadamard differentiability guarantees that the estimation procedures for the relevant
quantities (e.g., standard error, quantiles) are consistent, and hence the bootstrap confidence
intervals are asymptotically valid.

Corollary 4.1. If the data space is finite, then for any differentiable function T : Rd → R, the
bootstrap confidence intervals for T (F ) constructed using T (F̂n) are asymptotically valid.
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